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Current Problem ?!

int amay[YMAX][XMAX];

main(int argc, char*argvy{ MPI
int i,j,res,temp_res, dx,llimit,ulimit,size,rank;

MPI_Init(argc, argv);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
MPI_Comm_size(MPI_C OMM_WORLD, &size);
dx = YMAX/size;

llimit = rank *dx;

if(rank != (size - 1)) ulimit = llimit + dx;

else ulimit = YMAX;

temp_res=0;
for(i = llimit; i < ulimit; i++)
for(j = 0;j < 10; j++ )
array[i]fj] = func(, j);
temp_res += array[i][j];

}

MPI_Allreduce(&temp_res, &res, 1, MPI_INT, MPI_SUM, MPI_COMM_WORLD);
MPI1_Finalize();

We need better solutions!:

#pragmaxmp template T[10]

#pragma xmp distributed T[block /
data

int array[10][10];

#pragmaxmp aligned array[i][*] to T[i]

main(){ add to

inti, j, res; increme
res = 0; /
#pragmaxmp loop on T[i] reduction(+:

for(i=0;i<10; i++)
for(j=0; j < 10;j++)X work sharing and data
array[i][i] = func(i, j); synchronization

res +=array[i][j];

T2K Open Supercomputer Alliance




“Petascale” WG X MP

0 “world-wide” community
= Members

= Academia: M. Sato, T. Boku (compiler and system, U. Tsukuba), K. Nakajima (app. and
programming, U. Tokyo), Nanri (system, Kyusyu U.), Okabe , Yasugi(HPF, Kyoto U.)

= Research Lab.: Watanabe and Yokokawa (RIKEN), Sakagami (app. and HPF, NIFS),
Matsuo (app., JAXA), Uehara (app., JAMSTEC/ES)

= Industries: Iwashita and Hotta (HPF and XPFortran, Fujitsu), Murai and Seo (HPF, NEC),
Anzaki and Negishi (Hitachi)

= 2007 kick-off, e-science

- world-wide
= HPF  XPFortran



= HPF by @NEC)

N FOO0 Fortran



“petascale”

Performance

0 MPI

= MPI — one-sided communication (remote memory copy)
EXpressiveness

0 MPI MPI

. Task parallelism — for multi-physics
Optimizability

Education cost
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XcalableMP : directive-based language eXtension
for Scalable and performance-tunable Parallel Programming

= Directive-based language extensions for familiar languages FO90/C/C++

node0  nodel node2
= “Scalable” for Distributed Memory
Programming Dupli¢ated execution
= SPMD v ' '
= MPI directives
Comm, sync and work-sharing
0 (directive)
. MIMD ‘ | ‘
= “performance tunable” for explicit
communication and synchronization.
: Work-sharing

. HPF



Overview of XcalableMP X=mrMP

= XMP work sharing

o OpenMP

o CAF-like PGAS (Partitioned Global
Address Space)

User applications

—

Global view Directives

eSupport common pattern

(communication and work- Array section

sharing) for data parallel in C/C++

programming :

eReduction and scatter/gather Lo_cal YIEW
I eCommunication of sleeve area Directives
VP el ike OpenMPD, HPF/JA, XFP (CAF/PGAS)

Interface XMP parallel execution model

One-sided comm.
(remote memory access)

Two-sided comm. (MPI)

Parallel platform (hardware+QS)



;EEEEndw,
Code Example X

int array[ YMAX][XMAX];

#pragma xmp nodes p(4)

#pragma xmp template t(YMAX) data distribution ’
#pragma xmp distribute t(BLOCK) on p

#pragma xmp align array[i][*] to t(i)

mainQ{  \

inti, j, res; / add to the serial code : incremental parallelization

res = 0;
#pragma xmp loop on t[i] reduction(+:res)

for(i =0; 1< 10; i++)
for(j = 0; j < 10; j++){ _ —
array[i][j] = func(i, j); work sharing and data synchronization

res += array[i][j];

}

}



The same code written in MPI XZ=o-IMP

int array[ YMAX][XMAX];

main(int argc, char**argv){
int i,j,res,temp_res, dx,llimit,ulimit,size,rank;

MPI_Init(argc, argv);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
MPI_Comm_size(MPI_COMM_WORLD, &size);
dx = YMAX/size;

llimit = rank * dx;

if(rank != (size - 1)) ulimit = llimit + dx;

else ulimit = YMAX;

temp_res =0;
for(i = llimit; 1 < ulimit; i++)
for(j =0; j <10; j++){
array[i][j] = func(i, j);
temp_res += array/[i][jl;

}

MP1_Allreduce(&temp_res, &res, 1, MPI_INT, MPI_SUM, MPI_COMM_WORLD);
MPI_Finalize();
}



= HPF

o abstraction.
#pragma xmp nodes p(32)

|

#pragma xmp template t(100) @ -
#pragma distribute t(block) on p V2 L2
variable \ ,
@ .
Align varlable @

= Align directive V3 Loop
: LOOp directive
ahgn directive

Align Loop
directive directive
#pragma xmp distribute array[i][*] to t(i)
n
. iteration on 12

. Distribute directive
align

directive

Distribute directive

#pragma xmp loop on t(i)



template iIndex XcafableMP

= template
= Index

template
0 100

double array[100];



#pragma xmp loop on template

array[]
NODE(1)

NODE(2)

NODE(3)

NODE(4)

template

#Hpragma xmp loop on t(i)

for(i=2;1<=10; i++) array[i] = . . .

O 1 2 3 4 5 6 7

8

9

10 11 12 13 14 15




XMP
shadow, reflect

9

10 11 12 13 14 15

0 1 2 3 4 5 6 7 8
array[1 [

NODE4

#pragma xmp shadow array[1:1] shadow
NODES3 .
#pragma xmp reflect array shadow



XcalableMP (laplace, global view) Xca:ameMP

#pragma xmp nodes p[NPROCS] ——7/
#pragma xmp template t[1:N]

#pragma xmp distribute t[blockl onp —
double u[XSIZE+2][YSI1ZE+2], _
UU[XSIZE+2][YSIZE+2] ;

#pragma xmp aligned u[i][*] to t[i] for(k = 0; k < NITER; k++){

#pragma xmp aligned uu[i][*] to t[i] /* old <- new */
#pragma xmp shadow uu[1:1] #pragma xmp loop on t[x]

for(x = 1; x <= XSIZE; x++)
lap_main() for(y = 1; y <= YSIZg; y++)
{ template align uwx10yl = ulx1lyl;

#pragma xmp reflect uu
#pragma xmp loop on t[x]
shadow for(x = 1; X <= XSIZE; x++)
for(y = 1; y <= YSIZE; y++)
shadow |
ulx1ly] = (uux-1]1Ly] + uu[x+1]Ly

uu[x1[y-11 + uu[x][y+11)/4.cC
s
/* check sum */
sum = 0.0;
#pragma xmp loop on t[x] reduction(+:sum)

for(x = 1; x <= XSIZE; Xx++)
for(y = 1; y <= YSIZE; y++)
sum += (UX]Ly]l-ulx1LyD;

#pragma xmp block on master

}

int x,y,k;
double sum]




XcalableMP (NPB CG, global view) Xcamo-IIP

#pr agna
#pragna
#pragma
#pr agna
#pragna

X 1p
X
X np

X 1p
X p

tenplate t[N

distributed t[block] on p ~\\\\\\\\\\\\\

shadow [*] :: X,z,p,q,r,w

// /* code fragnent fromconj _grad in NPB CG */
sum = 0. 0;
#pragma xnp | oop on t[j] reduction(+:sum

for (j = 1; j <= lastcol-firstcol +1; j++) {
sum= sum+ r[j]*r[j];
}

rho = sum

for (cgit =1; cgit <= cgitmax; cgit++) {

#pragnma xnp reflect p

#pragma xnp |l oop on t[j]

for (j =1; ] <=lastrowfirstrowl; |++) {
sum = 0. 0;
for (k = rowstr[j]; k <= rowstr[j+1]-1; k+
sum = sum + a[ k] *p[colidx[k]];

}
wWj] = sum
}
#pragma xnp loop on t[j]
for (j =1, j <= lastcol-firstcol +1; j++) {
1 ali]l =wil;



Hpragma xmp bcast varon node
Hpragma xmp barrier
#pragma xmp reduction (var:op)

H#pragma xmp gmove

Hpragma xmp gmove
X = array[100];
(array[100]



XcalableMP (local view) XE==MP

Co-Array Fortran

real dimension a(100)[*] Co-array
T N Co-array
b(:) = a(:)[1] 1
XcalableMP SPMD
= Local view PGAS (Partitioned Global Address
Space)
int A[10]:
XcalableMP - - i
int B[5]; Array section
= CAF
= XMP-Fortran CAF A[4;9] = B[O:4];
= XMP-C coarray (array section: )

int A[10], B[10];

*q -
= remote memory access #pragma me Coarray [ ]' A’ B

one-sided

. AL:] = BL:1:[21;



s Hpragma xmp task on node

func();
#Hpragma xmp tasks

{

#pragma xmp task on node(1)
func_A();
#pragma xmp task on node(2)

p &

MP

func_B();

node(1

}




= Index

= OpenMP, MPI

index



NPB-CG

X===MP

col
qll
#pragma xmp nodes on N(NPCOLS,NPROWS) oW _

#pragma xmp template t(0O:na+1,0:na+1)

#pragma xmp distribute t(BLOCK,BLOCK) on n
double  x[na+2], z[na+2], p[ha+2],
g[na+2], r[na+2], w[na+2];
#pragma xmp align [i] with t(i,*):: x,z,p,q,r w(]
#Hpragma xmp align [i] with t(*,1):: w
a[], rowstr[], colidx{]

Index template
- a[] index
MPI

templ ate t()

2 OpenMP




NPB-CG X :MP

static void conj_grad()

{

#pragma xmp loop on t(j,*)
for(j = 0; j < lastcol-firstcol+1; j++) {
X[j] = norm_temp12*z[j];
}

#pragma xmp loop on t(*,))
for(j=0; j < lastrow-firstrow+1; j++) {
sum = 0.0;
for(k = rowstr([j]; k <= rowstr[j+1]; k++) { ( )
sum = sum + a[k]*p[colidXx[K]];
}
w[j] = sum; g[j] = sum;

}
#pragma xmp reduction(+:sum) on p(*,:) ( )

#pragma xmp gmove ( transpose)

al:] = w:[;
}



#pragma xmp nodes on p(NPCOL, NPROW)
#pragma xmp template t(n,n)
#pragma xmp distribute t(BLOCK,BLOCK) on p

double p[n],w[n];
double A[n][n];

#pragma xmp align A[j][i] to t(i,))
#pragma xmp align p[i] to t(i,*)
#pragma xmp align w[j] to t(*,j)

conj_grad(...){
for(;:){

#pragma xmp loop j on t(:,))
for(j=0; j < n; j++){
sum = 0;
#pragma xmp loop i on t(i,})
for(i=0; i <n; n++)
sum += a[j][i1*p[il;
w[j] = sum;
}

#pragma xmp reduction(+:w) on p(:,*)

#pragma xmp gmove
p[:] = w[:];
}



HPCC

= HPC Challenge Benchmark
Class2

= Classl
s 4
« STREAM
= Random Access
« HPL
= FFT

m Award
IBM(X10 and UPC),
Cary (Chapel)

SC09 HPCC Class2 Finalist!

HPC CHALLENGE

Jinpil L Mitsuhlza St
FireLET KealableMP I*-.ﬂ-!“'f-"-. '?Bll.':n _lw::I:Jl:.- = Tau |I:\-
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HPCC Benchmarkl: STREAM X mP

= Global view programming with directives
= Vvery straightforward to parallelize by a loop directive

double a[SIZE] , b[SIZE] , c[SIZE];
#pragma xmp nodes p(*)

#pragma xmp template t(0:SIZE—1)
#pragma xmp distribute t(block) onto p
#pragma xmp align [j] with t(j) :: a, b, C

# pragma xmp loop on t(j)
for (j = 0; j < SIZE; j++) a[j] = b[j] + scalar*c][j];

#pragma xmp reduction(+:triadGBs)



Performance of STREAM X=:-MP

Lines Of Code: 98

Performance (GB/s)
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HPCC Benchmark2: Random Accessx MP

= Local view programming with co-array

#define SIZE TABLE_SIZE/PROCS
u64int Table[SIZE] ;

#pragma xmp nodes p(PROCS)
#pragma xmp coarray Table [PROCS]

for (I=0; 1< SIZE; i++) Table[i] =b + i ;

for (1= 0; 1< NUPDATE; i++) {
temp = (temp << 1) " ((s64Int)temp < 0 ? POLY : 0);
Table[temp%SIZE]:[(temp%TABLE_SIZE)/SIZE] "= temp;
}

#pragma xmp barrier



Performance of Random Access X- MP

= Lines Of Code: 77
= complied into MPI12 one-sided functions

0.000045
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HPCC Benchmark3: HPL X MP

= Parallelized in global view

= Matrix/vectors are distributed in cyclic manner in one
dimension.

= Using gmove to exchange columns for pivot exchange

agefa function:

#pragma Xxmp gmove
pvt_vlk:n-1] = a[k:n-1][l];

if (I'=K) {
#pragma xmp gmove
alk:n-1][l] = a[k:n-1][K];
#pragma xmp gmove
alk:n-1][K] = pvt_v[k:n-1];
}



Performance of HPL X MP
= Lines Of Code: 243
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HPCC Benchmark4: FFT X MP

= Parallelized in global view
= Using six-step FFT algorithm

= Matrix transpose is a key operation.
= Matrix transpose using gmove

#pragma xmp align a_work[*][i] with t1(i)
#pragma xmp align a[i][*] with t2(i)
#pragma xmp align b[i][*] with t1(i)

#pragma Xxmp gmove
a_work[:][:] = al][]; /[ all-to-all

#pragma xmp loop on t1(i)
for(i=0; i< N1; i++)
for() = 0; ) < N2; j++)
c_assgn(b[i][j], a_work[j][i]);



Performance of FFT X MP

s Lines Of Code: 217
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Position of XcalableMP Y === MP

(D)
(&)
(-
(qv]
S
S MPI
(¢b]
D XcalableMP (5~ AS\
Cost to
achieve

Perfor-
mance

utomatic E

allelization

Programming cost



= XcalableMP
. (productivity)
= MPI
= XcalableMP:
¥ XMP Spec version 0.9

= http://www.xcalablemp.org

B
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