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NVIDIA OVE1-T4V9 T39I A-L

DEZY HAH -
DL EEV I -IXVk

NGC = = —— —
. ANV-+IT1 X EER! Al SEJPEL LIXYT-Y3Y NIVRTT ++
VDL EVEY S35
YIkoxT7 NT IL-LT-4
ML & DATA ANALYTICS Al TRAINING & INFERENCE HIGH PERFORMANCE RENDERING &
FARE COMPUTING VISUALIZATION
Y=IFy b
=l COMPUTE NETWORKING, STORAGE & SECURITY
14735V
NVIDIA CERTIFIED
VALIDATED Y-N\-KUCIIVF @ EGX Q
SOLUTIONS | e
IMIVE AYAR=LETYY 73IFQIVATIA
=R T = LH w
NVSwitch BlueField DPU SMART NIC Mellanox Switch
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IIWAFZYIDIAVEI-T1V I T3V IA-LEiR{H
NVIDIA IOV AT LADILKHI I RN=2 3V %k

1B

150 (OSDK ECOSYSTEM CUDA GPUS
APPLICATIONS 3M

HPC BRAPIDSR Al METROR DRIVE § ISAAC AE!?GIAL Developers
SDK & ENGINES 30M

CUDA Downloads

CUDA-X-AI

SYSTEMS
CUDA 2,500 o
GPU-Accelerated Applications
MAGNUM IO CHIPS
9,000
Al Startups

IWATYITDA)N=23Y YR ITBHIIVATA

<A NVIDIA.

YILIIT AT

MESE 11 B®M GTC TlX 65 OE
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MIG, Tensor
Cores, NVLink

- arm

Microsoft* . ==
DirectX11 yindows10

GPUDirect
Storage

L= -

New Platform
Capabilities

A100 Features
CUDA on Arm Servers

CUDA TOOLKIT 11

GPU 77V -3y 0%, =31, EF

Cooperative
Groups

D Thread Group
GPU 1 GPU

Grid

' ‘ Thread Block
Thread Warp
Warp
‘I¢¢¢u--m¢¢| Partition

\aa2s

New Reduce
Op
reduce( tile, value, OP );
Fork-Join
Graphs Asynchronous

Copy

o s opy [N < N < IEI <= I <
o cony [N ———— e — I [

Programming Model
Updates

Ampere Programming Model
New APIs for CUDA Graphs
Flexible Thread Programming
Memory Management APIs

Kernel Profiling with
Rooflining

System trace
for Ampere

Developer Tools

Support for Ampere
Roofline plots with Nsight
Next generation correctness
tools

@ libcu++

atomicadd{&h, (half)l.15F);

half? hwec(@.94+, -2.13F);
atomicAdd(&h2, hvec);

IEEE-754.2008 FP46 Specification

lofo]1]11]o]of1]1]e]1]o|1]ofolo| - o.7o7031
Sign eaporent manties
mft | D) {10 Bts)
D = l u] +[ i-': = l
Ll TR ] e ha — I:I -

D=AB+C

ink Tim
O:;timi;ati?)n
CUDA C++

C++ Modernization

Parallel standard C++ library
Low precision datatypes and
WMMA

Libraries: Hardware decoder
acceleration with nvJPEG

FP32 FP32
matrix matrix

I
Format to TF32
and multiply
l I FP32 accumulate

weix|  Support for BF16 and TF32
datatypes

7-bit

Strong and weak
scaling on multi-GPU
systems

Math Libraries

Low precision datatypes in
Ampere

3rd Gen Tensor Core support
Leverage increased memory
bandwidth, shared memory
and L2 cache

<A NVIDIA.



NVIDIA CUQUANTUM

SDK of Optimized Libraries and Tools for Accelerating Quantum Computing Workflows

Enabling Quantum Computing Research

* Accelerate Quantum Circuit Simulators on GPUs

« Enable algorithms research with scale and performance not
possible on quantum hardware, or on simulators today

Platform for Algorithm Development

» Leverage Accelerated Circuit Simulators or Quantum Processors

« Enable development of algorithms for scientific computing on
hybrid Quantum/Classical systems

Open Beta Available Now

» Integrated in leading quantum computing frameworks
Cirg and Qiskit
» Available today at developer.nvidia.com/cuquantum

SFEEYIIL-5-
(e.g., Qsim, Qiskit-aer)

cuStateVec

cuTensorNet

QPU

<A NVIDIA.
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NVIDIA GPU B 20OEHENGE—E

Fermi | Kepler | Maxwell Pascal Volta Turing Ampere
(2010)  (2012) (2014) (2016) (2017)  (2018) (2020)

P4

Quadro

V-JAT-Y3vRAls

P5000 GP100

K6000

GTX
780

GeForce
PC @l

/ @ANVIDIA.




NVIDIA A100
MO THWREE - Volta tbEK 20 [BDE-Y1E8E

E-714RE V100 Lt

FP32 hL-22% 312 TFLOPS 20X 1 ,
1
bl s )
INT8 1 T7L YA 1,248 TOPS 20X B @ ;
X NVIDIA. :
FP64 HPC 19.5 TFLOPS 2.5X E ’
Multi-instance GPU (MIG) 7X GPUs

54B XTOR | 826mm2 | TSMC 7N | 40GB Samsung HBM2 | 600 GB/s NVLink

8 <A NVIDIA.



Tensor 1)
THEE I YR

175D FMA (Fused Multiply-Add: ga& B EE)
125 TFLOPS: NVIDIA V100 Tl% FP32 EtC 8 ZEDE—-T 4 BE
AT 312 TFLOPS: NVIDIA A100 ClE FP32 tE T 16 (Z2DE—-7 4 RE

D =

FP32 FP16

FP32
(FP10) (FP10)

9 <A NVIDIA.



TensorFlow

PyTorch

HEESREER (AMP) OB
DINBITOEINTCE R

NVIDIANGC IVTFM1 A=Y 19.07 LARE, TF 1.14 LIERU TF 2 LIBETR. ATTAN1Y D5y \-HFI AT 6E
opt = tf.train.experimental.enable_mixed_precision_graph_rewrite (opt)

Keras mixed precision APl in TF 2.1+ for eager execution
https://tensorflow.org/api docs/python/tf/train/experimental/enable mixed precision graph rewrite

PyTorch (FR1T147(C AMP ZHYiRk—b, SEHIE AR FFI1XY FE:

https://pytorch.org/docs/stable/amp.html
https://pytorch.org/docs/stable/notes/amp examples.html

NVIDIANGC JIYTF1X-Y 19.04 LIfE. MXNet 1.5 LIBEIZ, DD LBEIMI-FT AMP 2§ AT 8E

amp.init()

amp.init_trainer(trainer)

with amp.scale _loss (loss, trainer) as scaled loss:
autograd.backward(scaled loss)

https://mxnet.apache.org/api/python/docs/tutorials/performance/backend/amp.html

¥ LLIXIB6: https://developer.nvidia.com/automatic-mixed-precision

<A NVIDIA.


https://developer.nvidia.com/automatic-mixed-precision
https://tensorflow.org/api_docs/python/tf/train/experimental/enable_mixed_precision_graph_rewrite
https://pytorch.org/docs/stable/amp.html
https://pytorch.org/docs/stable/notes/amp_examples.html
https://mxnet.apache.org/api/python/docs/tutorials/performance/backend/amp.html

AMP (CEZEERERN-ZVIHE&EK 2.8 FEREC
V100 (FP16) & A100 (FP16) DLLER

TTS cv RecSys  ASR NLP

A A A
2.0x ( \ ( \ ( \f [ )
m A100
2.5x
a 2.0x
3
©
$ 1.5x L
Q.
W
LOX - - - - - - - - -- V100
0.5x
0.0x

WaveGlow TacoTron 2 RN50 Mask R CNN DLRM Jasper GNMT Transformer BERT

All results are measured

V100 used is DGX-1 (8xV100 16GB). A100 used is s DGX A100 (8xA100 SXM4), except DLRM which uses 1xV100 and 1xA100; all use FP16

RN50 uses MXNET Batch size =192, Mask R CNN uses PyTorch BS = 4 (V100) and BS=16 (A100), DLRM uses PyTorch and BS=32768, Jasper uses PyTorch and BS=32 (V100) and 96 (A10), WaveGlow

uses PyTorch and BS=10, TacoTron2 uses PyTorch and BS=104 (V100) and 100 (A100), Transformer uses PyTorch and BS=5120 (V100) and 13312 (A100 and GNMT uses PyTorch and BS=128 (V100)

and 256 (A100); BERT Pre-Training Throughput using Pytorch including (2/3)Phase 1 and (1/3)Phase 2 | Phase 1 Seq Len = 128, Phase 2 Seq Len = 512 <ZINVIDIA.



TF32 TENSOR 1/
FP32 DLV YL FP16 DREEEEDEROFMLVKET -FE

FP32 175! FP32 175! TSR TEEED (R AR
N\ N\
FP32
TF32 JA—-YYhCEERE \ |
FP32 g)l/‘/*‘)‘
FP32 TINE - -
b TENSOR FLOAT 32 (TF32) 10 Evk
FP32 173 )
FP16 DI5E

o o |
FP32 DIEZAER. FP16 DIRZLER | |

FP32 32 (FHRXY., TF32 THEELTFP32 TINE
I-FEERETET IO -ZVJ%EREL \

<A NVIDIA.



Speedup

TF32 [C&YI-FEELLT Al FL-ZVJ7x5&E1L

V100 FP32 (CUDA 17’) & A100 TF32 (Tensor 17°) .

14
12 12X
10
8
6
4 6X 5% 6Xx
2 i
0

BERT Pretrain BERT Finetune Transformer Transformer XL

mA100 TF32 mA100 AMP
V100 FP32 ¢ EEE

A100 FP16 (AMP F]FH) DLLER

DL 7L —L7—-% (NVIDIA NGC JY57):
default: FP32 1T5iE% TF32 THE
cuDNN >= 8.0:
default: FP32 1T5f&% TF32 THLHE

(*) NVIDIA_TF32_OVERRIDE=0 T TF32 EFi%&#3h1t

<A NVIDIA.



(BEHEEEREDE-JMREN 2.5 &(C

A100 @ Tensor 17(% FP64 (TG

A100 Speedup vs. V100 (FP64)
NVIDIA V100 FPé4 NVIDIA A100 Tensor J7 FPé4 peedlip

2X

IEEE 754 ZEHLDEBE FE/N I a

cuBLAS, cuTensor, cuSolver D717 3Y XS

LSMS BerkeleyGW

Application [Benchmarks]: BerkeleyGW [Chi Sum + MTXEL] using DGX-1V (8xV100) and DGX-AT100 (8xA100) | LSMS [Fe128] single V100 SXM2 vs. A100 SXM4 <ANVIDIA.



HPC 77U -3y Egem

ﬁ?—iszy"- %AE :|:Af7*_ tiﬂis})%\ifilfy"_

( \ ( \ ( \ ( \
2.0x
m A100
1.7X
1.5x
Q
- |
©
()
U 10X -—fmmd----gmed oo e -- V100
Qo
(Vg ]
0.5x
0.0X I I I I I I I
NAMD GROMACS AMBER LAMMPS BerkeleyGW Chroma FUN3D SPECFEM3D RTM

All results are measured

Except BerkeleyGW, V100 used is single V100 SXM2. A100 used is single A100 SXM4

More apps detail: AMBER based on PME-Cellulose, GROMACS with STMV (h-bond), LAMMPS with Atomic Fluid LJ-2.5, NAMD with v3.0a1 STMV_NVE

Chroma with szscl21_24_128, FUN3D with dpw, RTM with Isotropic Radius 4 1024”3, SPECFEM3D with Cartesian four material model SANVIDIA.
BerkeleyGW based on Chi Sum and uses 8xV100 in DGX-1, vs 8xA100 in DGX A100



Multi-Instance GPU (MIG)

GPU Z/\-FJ1793, EH01-Y-IC QoS ODFEFRINT GPU 77z %Rt

SMs

A100 GPU Z& K 7 2El:
N=T423VE(C. FAOERE ATY. L2 FyvYiz
FE{%. Noisy Neighbor 8% 0] &

QoS ZHEIRL DD BH D T-I0- b [AFF[CETT:
MIG 1Y RAT VAT RIRIBERAN-TYRELATIIT

GPU Instance 0

Control
Xbar

GPU Instance 1

Control
Xbar

..“_.... GPU Instance 2 Ebﬁ jﬁﬁlj {:Ej_] 'ﬁE
I EE GPU EE I GPU Instance 3 %hf i@@]\\@ GPU %uu é‘/ -C: N “
HHHT A-T9rD=-70-FCRCTCEYIBTAADI I ATV AIC
- & R] gE

Control
Xbar

GPU Instance 4

BR4 BIRIECH AR BE:
EC2 250 RMEIREIIEEAA. AT XYL, Docker
1277 Kubernetes ¥ Slurm OLOEA-T AN~
N— [D-J0-FNR-IvDIREEYR-k

<

docker

Control
Xbar

GPU Instance 5

USER6
GPU Instance 6 ——

Control
Xbar

MIG User Guide: https://docs.nvidia.com/datacenter/tesla/mig-user-guide/index.html 6 AnviDa



https://docs.nvidia.com/datacenter/tesla/mig-user-guide/index.html

GPU 1Y AFVAREIVEI-FM1IART VA

GPU Z/\-FU17 58, #E2H801-Y-IC QoS DFERENT= GPU 77 A%iZ{

4 Parallel CUDA processes / containers One container Debugger

g nvlnm. g nleA

dVEa1-+
AIATI R

Xt

GPU 1 VAT IR GPU 1 VAT IR GPU 125V
4g.20gb 29.10gb 1g.5gb

17 <A NVIDIA.



Debugger

GPU 1YAAIJAREIAVEI- N MIRIV A
1:1 DZE

One container

4 Parallel CUDA processes / containers

| NVIDIA. | NVIDIA.

GPC GPC

IVP1-k 1YAFVZ (Cl)
XE

GPU 1V A9V (Gl)
29.10gb

AVE1-F 1VAF VA (Cl)
XEY

GPU 1V A5V (Gl)
4¢.20gb

18

<ANVIDIA.



Debugger

GPU A YAFVAREIAVEI-F 1Y RI VA
4g.20gb [C 4 DD CI

One container 4 Parallel CUDA processes / containers

........................................

r 2

| NVIDIA. | | NVIDIA | |

AVEI-F 1YAIVA (CI) 1c.4g.20gb W 1c.4g.20gb M 1c.4g.20gb
Xt XtY

GPU 1V ATV (Gl) GPU 1V AT VA (Gl)

28.10gb 4¢.20gb

Cl Cl Cl Cl

1c.4g.20gb

19

<ANVIDIA.



GPU 1YA5Y A 70771
For A100-SXM4-40GB

BERT Fine-tuning (e.g. SQUAD),
7 14 5> GB 0 Multiple chatbots, Jupyter notebooks

Multiple inference (e.g. TRTIS);

3 28 10 GB 1 ResNet-50, BERT, WnD networks
2 42 20 GB 2
Training on ResNet-50, BERT, WnD
1 56 20 GB 2 networks
1 98 40 GB 5

20 <ANVIDIA.



MIG DB L ERDML

GPU EICEML - E3ME root@dgxal00-01:~# systemctl stop nvsm

Ah V4 s \N=! ol ek
MIG B3 FRD GPU MR RIRE root@dgxal00-01:~# systemctl stop dcgm

EFAHFOGPUILNRE MRREL XY BEBERICEEN T

root@dgxaldv-01:~# nvidia-smi -1 @ -mig 1
MIG DB ML - L IC[ErootiE RN N E Enabled MIG Mode for GPU 00000000:07:00.0

_ERELLAY EHOREL Y- -oBEDEtEy |




GA100 & MIG

GA100 &1 BE D GA100 - MIG &3 B D GA100 - MIG BRE
8 GPC, 8 TPC/GPC, 2 SM/TPC, 128 SM 7 GPC, 7 or 8 TPC/GPC, 2 SM/TPC, 108 SM 7 GPC, 7 TPC/GPC, 2 SM/TPC, 98 SM

(0]
(0]

=H=)=

-
~
S
N

++
(o)}
++
(o)

N ul
T
i\

HEBEEBEEBEBEABA
Ul

I+
w
I+
(OF)

I+
N
N

=H=)=
=H=)=
=H=)=
=H=)=
=N=)=
=N=)=
=H=)=

=)=
=)=
=)=
=)=
=l=
=l=
=)=

=)=
=)= HEEH8H88H
=)= =H=H=H=H=0=}=
=)= =H=H=H=H=H=}=
=l= HEHE88888
=l= HEHE88888
=)= HEEH8H88H

=H=)= =H=H=H=)=
=H=)= =H=H=H=0=
=H=)= =H=H=H=)=
=H=)= =H=H=H=)=
=H=)= =H=H=H=)=
=H=)= =H=H=H=0=

TPC TPC

TPC TPC TPC TPC TPC TPC

B
B

1 1

SM
SM) SM
TPC

SM
TPC TPC TPC TPC TPC TPC

SM
SM
TPC TPC

TPC § B TPC B B TPC Bl TPC Bl TPC
GPC || GPC | GPC | GPC | GPC || GPC | GPC | GPC

GPU

GPC | GPC || GPC | GPC | GPC | GPC | GPC [FGPC
GPU

GPC | GPC | GPC | GPC | GPC | GPC | GPC [FGPC
GPU

22 <ANVIDIA.



MIG TIN1TADZFE ID

GPU: MIG &I RI(RIC. A100 GPU BE&%:#RIT3E S,
A100 GPU ' 8 EEFHInNTLWNIX. 2O ID X0 -7

Gl ID: GPU 1A VAD ID, GPU RN C1=-7. Gl DfErkH HHE!
BRETOM. &

ClID: DYEI-F AYAIVAD ID, Gl RT1=-7, Cl D{EELHS
HIBRZTCOR. &

MIG Dev: [ 5 RZT\% GPU RO ClICE&FEIRS1ZED, GPUA
c¢l1z-7, fﬁziﬁ 48 CUDA_VISIBLE_DEVICES F0DEEICLY. [l
U Cl lL_}DJJ D= _573\’)<L_t75§3550

UUID (D&SEED): nvidia-smi -L THEZE AT AE

MIG devices:

GPU GI (I
ID 1ID

Memory-Usage
BAR1-Usage

14MiB / 20096MiB
OMiB / 32767MiB

7MiB / 9984MiB
OMiB / 16383MiB

3MiB / 4864MiB
iB / 8191MiB

+——t——F ——F ——— ¢

# nvidia-smi -L
GPU 0: A100-SXM4-40GB (UUID: GPU-a4l139e7e-4d09-d80b-486e-030e04d3edbl)
MIG 4g.20gb Device ©: (UUID: MIG-GPU-a4139e7e-4d09-d80b-486e-030e04d3e4bl/2/0)
MIG 2g.l10gb Device 1: (UUID: MIG-GPU-a4139e7e-4d09-d80b-486e-030e04d3e4bl/3/0)
(UUID: MIG-GPU-a4139e7e-4d09-d80b-486e-030e04d3e4b1/9/0)

UulD . U -

MIG 1g.5gb Device 2:
PU 1. AI00-S7
GPU 2: A100-SXM4-40GB (UUID: GPU-d55668a0-bd8d-be8e-cf19-14ba757360a5)
GPU 3: A100-SXM4-40GB (UUID: GPU-fealbc89-8f1d-f399-36ac-2debab@e6a59)

TA=Z0GB AAATYO-add5 -0dbo - a =€aJdcou9ce34s

NVIDIA.



MIG TNN1ADIEE T E

UUID 28 E

$ CUDA_VISIBLE_DEVICES-|ilGHGRUSSONCAbIONAAGoR0n0/ssecasas0aI6aa00ae)ale B1ackscholes

$ docker run --gpus device=_ --rm -it nvcr.io/nvidia/tensorflow:20.12-

tf2-py3 nvidia-smi

GPU ID & MIG TIN1AES%ETE (docker IVV 1)
$ docker run --gpus _ --rm -it nvcr.io/nvidia/tensorflow:20.12-tf2-py3 nvidia-smi

GPU ID, GI ID, CI ID #3587 (dcgmi IV F)
$ dcgmi dmon -i Y@ -e 100,113,150,155,203,1001,1002,1003,1004,1006,1007,1008

# Entity SMCLK SMMAX TMPTR POWER GPUTL GRACT SMACT SMOCC TENSO FP64A FP32A FP16A
Id C W

GPU © 1410 1410 37 138.545 N/A ©0.105 ©0.103 0.043 0.022 0.000 0.017 0.002

GPU © 1410 1410 36 122.252 N/A ©0.111 ©0.107 ©0.047 ©0.022 0.000 0.017 0.003

24
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MIG ZEEI18

Gl ¥ Cl (F3EH T
MIG O GI ¥ CI (EEREF (CEIRYICHERL - BIFR PTRE
ARCISCTIMFTIVIIEVEZBEDTHY. 1EpkLT: GI ¥ CI [F, AVE1-5F-EBEHHTEE. INTHR

1 J0CR 1 1YRATIA

REDEIS, MIG ERIED CUDA JOVSLT GPU DUANEIRIGT B, e AEHD GPU HMFFELTE. KBOT NI ALNEG TERL
— IVJIVITOEATYIVF GPU DAL (EZEITTERL,

BEHOTOCAZREL, ZNZNICHID MIG T/NAAZEIYH TR T, BED MIG TI\1 A% ER

GPU ERZXDTE=FUVY
MIG ZE31(CLT= GPU TlZ. nvidia-smi TFzxaN3 GPU FEHEEH "N/A” ¢33
DCGM TH BT E [E R a e

$ dcgmi dmon -i ©/4/0 -e 100,113,150,155,203,1001,1002,1003,1004,1006,1007,1008
# Entity SMCLK SMMAX TMPTR POWER GPUTL GRACT SMACT SMOCC TENSO FP64A FP32A FP16A
Id C W

GPU © 1410 1410 37 138.545 N/A ©0.105 ©0.103 ©0.043 0.022 0.000 0.017 0.002
GPU © 1410 1410 36 122.252 N/A ©0.111 0.107 ©0.047 0©0.022 0.000 0.017 0.003

NVIDIA.
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Documentation

IBM Spectrum LSF

Change version

|:| Show full table of contents

Y Filteron titles

Search in IBM Spectrum LSF 10.1.0 Q X i

1 Feedback ‘— Product list

IBM Spectrum LSF / 10.1.0 /

Nvidia Multi-Instance GPU (MIG) features

Use the LSF_MANAGE_MIG parameter in the 1sf. conf file to enable dynamic MIG scheduling.

Nvidia Multi-Instance GPU (MIG) features allow a single supported GPU to be securely partitioned into up to seven
independent GPU instances, providing multiple users with independent GPU resources.

When dynamic MIG scheduling is enabled, LSF dynamically creates GPU instances (GI) and compute instances (CI) on each

Administer LSF

Cluster management
essentials

Monitoring cluster operations
and health

Managing job execution

Configuring and sharing job
resources

GPU resources
Enabling GPU features

Automatic GPU
configuration

host, and LSF controls the MIG of each host. If you enable dynamic MIC scheduling, do not manually create or destroy MIG
devices outside of LSF. Set the LSF_MANAGE_MIG parameter to Y in the 1sf.conf file to enable dynamic MIG scheduling.

v If LSF_MANAGE_MIG is set to N or is undefined, LSF uses static MIG scheduling. LSF allocates the GI and CI based on the
configuration of each MIG host, and dispatches jobs to the MIG hosts. LSF does not create or destroy the GI and CI on the

v MIG hosts. If you use static MIG scheduling and want to change MIG devices, you must wait for the running MIG job to
finish, then destroy the existing MIG device, create a new MIG device, and restart the LSF daemons.

v If you change the value of this parameter, you must wait until all MIG jobs that are running on a cluster are done, then

v restart the LSF daemons for your changes take effect.
After changing the value of this parameter, you must restart the LSF daemons for your changes to take effect.

Parent topic:

— Enabling GPU features

26 <ANVIDIA.
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https://www.ibm.com/docs/en/spectrum-lsf/10.1.0?topic=features-nvidia-multi-instance-gpu-mig

CUDA it 5! R1TH1%

CUDA ArU—=L, MPS, MIG

CUDA ARU-=L No
Yes
MPS Yes Yes (by percentage, No No
not partitioning)
MIG: [&]— GI R®D
S C) Yes Yes Yes No Yes
MIG: Gl
(GPU 1Y AT YA Yes Yes Yes Yes Yes

< NVIDIA.
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NVIDIA A100 PCle NVIDIA HGX A100 4-GPU NVIDIA HGX A100 8-GPU

+ SXM4 hRERILE-D1%RE * 4 E(D NVIDIAA100 SXM4 » 8 (D NVIDIAA100 SXM4
(RT7TUMREF 10% ZEYTY) » SESERT-IO-RIH G » 6 £ NVIDIA NVSwitch
» TDP: 250W o« IV FEEmT



HGX DAT=)L 7w T 4 BE

NIVF GPU 77U -3y TR 1.5 EOERET YT %ER

BERT-LARGE Pre-Training 2x BERT-LARGE Pre-Training BERT-LARGE Pre-Training
GPU 4x GPU 8x GPU
I I I 4x A100 (PCle) HGX A100 4 GPU I I
1xA100 (PCle) 2xA100 (PCle) 2xA100 (PCle w/ NVLINK Bridge)
NVLINK Bridge improves 2 GPU scaling HGX A100 4 GPU improves scaling by HGX A100 8 GPU improves scaling by
by 1.1X 1.4X 1.5X

Scores are based on projection. BERT Pre-Training Throughput using Pytorch Phase 1 Seq Len = 128, PCle server with 1x A100 (PCle), 2xA100 (PCle) and 2x A100 with NVLINK Bridge, 4x A100
(PCle) 8x A100 (PCle), HGX A100 4 GPU and DGX A100 8x GPU FP16 |
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IN-NETWORK N A==€ 1-T1V T %= REERYIZHNE

VIRIIT TI7AV R N\=-FD17 7750 -3Y, InfiniBand R kJ—%

@ Data Processing Unit

YIrILT FITAVE,
IN=-8JXI7 77t35L-23Y

7I5L-7yk AVE1-T1V)

GPU TSN A
6 A F B
$RTOAIT-70- R
ibe

DPUIZT - EHE

A% N&E
RYRT=J, EFIUT1 APL-Y




NVIDIA BLUEFIELD-2 =
DATA PROCESSING UNIT S

T=9CII- AVIZANSIFvEFYTI2ATO-F
CONNECTX-6 DR

& 200Gb/s Ethernet and InfiniBand, PAM4/NRZ \ , | NETWORK \NTERFACE
ConnectX-6 Dx &R | '

8 Arm A72 CPUs subsystem - up to 2.75GHz
8MB L2 cache, 6MB L3 cache in 4 Tiles

SRR CIERELA Y5-I - Acc%_\ﬁg‘g““ —
NEB. NEBZEFE AT BPCle switch,16x Gen4.0

PCle)b=bIVTLYIAE-FEEIV PRIV E-F
Single DDR4 XTEUFvX)
1GbE A ERE MR-k
TXaVT1. A=Y, RYET-JZ IR




DATA PROCESSING UNIT

T=ACIT—- AVIIANIIFvEYINIIT TIPAVE, \=bD17 775 —-3ay¢FyJcAJO0-F
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